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Abstract

In previous work we presented the DTRD algorithm, an
optimistic synchronisation algorithm for parallel discrete
event simulation of multi-agent systems, and showed that it
outperforms Time Warp and time windows on range of test
cases. DTRD uses a decision theoretic model of rollback
to derive an optimal time to delay read event so as to max-
imise the rate of LVT progression. The algorithm assumes
that the inter-arrival times (both virtual and real) of events
are normally distributed. In this paper we present a more
detailed evaluation of the DTRD algorithm, and specifically
how the performance of the algorithm is affected when the
inter-arrival times do not follow the assumed distributions.
Our analysis suggests that the performance of the algorithm
is relatively insensitive to events whose inter-arrival times
are not normally distributed. However as the variance of
the input events increases its performance degrades to that
of Time Warp. Our approach to evaluation is general, and
we outline how the analysis may be applied to other deci-
sion theoretic algorithms.

1 Introduction

A Parallel Discrete Event Simulation (PDES) consists of
a series of Logical Processes (LPs) each executing in par-
allel. Events are generated and processed by the LPs and
an LP will typically schedule events on the other LPs in the
system. Synchronisation ensures that events in a parallel
simulation are processed in the correct causal order. One of
the challenging problems of PDES is the design and evalua-
tion of synchronisation mechanisms. Synchronisation algo-
rithms can be classified into two categories depending on
how they enforce the local causality constraint. Conser-
vative algorithms strictly adhere to the local causality con-
straint by ensuring events are processed only when they are
guaranteed not to violate causality. Optimistic synchronisa-
tion algorithms allow violations of causality but provide a

mechanism (rollback) to undo and repeat invalid computa-
tion.

Both optimistic and conservative approaches have ad-
vantages and disadvantages. Hybrid schemes try to com-
bine the benefits of each approaches while limiting their
negative effects. The performance of these constrained or
bounded optimism approaches depends greatly on the met-
rics used by the algorithm and its ability to adapt to changes
in the simulation. It is often difficult to determine an ideal
degree of optimism and also to verify that the algorithm ef-
fectively constrains the optimism of the simulation.

In previous work [4, 5] we presented the DTRD algo-
rithm, a throttling mechanism for parallel discrete event
simulation of multi-agent systems (MAS). DTRD uses a de-
cision theoretic model of rollback to derive an optimal time
to delay an event so as to maximise the rate of local vir-
tual time (LVT) progression. The algorithm assumes that
the inter-arrival times (both virtual and real) of events are
normally distributed. Using this assumption the algorithm
determines the probability of rollback using the history of
recent arrival times. In [4] we showed that DTRD outper-
forms Time Warp and time windows on range of stereo-
typical multi-agent simulation test cases. In this paper we
present a more detailed evaluation of the DTRD algorithm
focusing on two key questions: how the algorithm performs
as the variance of the input events increases (i.e., as the
events become less predictable); and how the algorithm per-
forms when the real and virtual inter-arrival times are not
normally distributed.

The remainder of the paper is organised as follows. In
section 2 we describe the DTRD algorithm and show how
it uses the distribution of inter-arrival times to compute an
optimal delay time for an event. In section 3 we present a
detailed evaluation of the DTRD algorithm and show how
its performance is affected when the variance of the input
events increases and when the real inter-arrival times are not
normally distributed. In section 4 we discuss some related
probabilistic synchronisation algorithms and briefly outline
how the same evaluation technique can be applied to these



algorithms. Finally, in section 5, we conclude and outline
plans for future work.

2 Decision-Theoretic Throttling

In [6] we presented the PDES-MAS framework for the
distributed simulation of multi-agent systems. In PDES-
MAS LPs are divided into two categories, Agent Logical
Processes (ALPs) and Communication Logical Processes
(CLPs). ALPs contain the agent models and the private state
of the agents, while the CLPs contain state variables which
hold the public state of the simulation. During the simula-
tion ALPs interact with the public state by sending read and
write events to the CLPs.

A defining characteristic of agents is their autonomy.
The actions performed by an agent are not solely a func-
tion of events in its environment: in the absence of input
events, an agent can still produce output events in response
to autonomous processes within the agent. As a result,
agent simulations have zero lookahead [10]. The PDES-
MAS framework therefore utilises an optimistic synchroni-
sation strategy. However, unconstrained optimism can re-
sult in excessive rollback [9]. One approach to reducing
rollback is throttling, or bounded optimism, in which LPs
are prohibited from processing events which are likely to be
rolled back.

In [4, 5] we presented the DTRD algorithm, an adap-
tive optimistic synchronisation algorithm for PDES-MAS.
DTRD attempts to maximise the rate of LVT progression
(defined as virtual time / elapsed time) for each ALP, taking
into account the likely behaviour of the other ALPs. Intu-
itively, we want to advance LVT safely (i.e., without roll-
back) to the time of the next read event in the smallest pos-
sible amount of elapsed time. In the context of PDES-MAS,
rollback occurs when a straggler write is received by a CLP
which invalidates a read previously made by an agent. In
conventional optimistic PDES, rollback has generally been
considered in terms of late or straggler messages. This
seems intuitive given the overall goal, which is to make the
simulation execute as fast as possible. However we can also
say that rollbacks result from processing an event prema-
turely. We say an event e with time stamp te is premature if
another event e′ with timestamp te′ < te will arrive after e
in real time.

DTRD attempts to maximise the rate of LVT progres-
sion by delaying reads which are likely to be premature.
The algorithm calculates the optimal time to delay a prema-
ture read of a state variable based on the history of writes
to the variable. DTRD uses a decision theoretic approach
to determine the ideal trade off between allowing optimistic
execution and preventing rollback. The algorithm is pre-
sented with n + 1 different decisions, whether to delay the
read for 0, j, 2j, . . . , nj, where j is some amount of real

time. Each decision has an overall expected utility (or cost)
which is measured units of real time. The optimal delay
time is then the decision with lowest expected cost, giving
an ideal trade-off between delays and optimistic execution.

To calculate the overall cost of each delay action, Aj , the
algorithm needs to calculate:

EC(Aj |E) =
P (NoStraggler|E) × C(NoStraggler) +
P (Straggler|E) × C(Straggler).

P (Straggler|E) is the probability that a straggler write
will arrive after a delay of j, where E is the evidence (his-
tory of writes to the state variable). P (NoStraggler|E)
is the probability that no straggler write will arrive after a
delay of j and can be calculated as 1 − P (Straggler|E).
C(NoStraggler) is simply the delay time for action Aj ,
i.e., j. C(Straggler) is the sum of the delay time for action
Aj plus the rollback cost c, i.e., j + c. The optimum action
is the one with the lowest expected cost. Figure 1 shows
the minimum expected cost for a single read for varying
delay times. As can be seen, as the delay time increases,
the expected cost of a straggler write decreases while the
expected cost of no straggler increases. The total expected
cost is the sum of these two curves, and the optimum de-
lay is that which minimises the total expected cost (in this
example approximately 250 msecs).
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Figure 1. Minimum expected cost for a single
read (variance 30)

Given the above the algorithm can be broken down into
two calculations: firstly determining the cost of rollback,
and secondly determining the probability of rollback. The
cost of rollback is calculated by estimating the real time cost
of undoing prematurely committed events and replaying the
invalid computation. With 100% processor utilisation, CPU
time spent in rollback is equivalent to elapsed time spent de-
laying: with less favourable processor utilisation (e.g., if we
only have access to 50% of the processor time) the cost of



rolling back will be proportionately higher in elapsed time.
We therefore estimate the cost of rollback directly in terms
of elapsed time, rather than CPU time. To calculate the
probability of rollback the algorithm assumes underlying
distributions for the both the real and virtual inter-arrival
times of write events. Using the timestamps of previous
write events it is possible to determine the mean and stan-
dard deviation of these distributions, and so calculate the
probability of rollback for a read r, with real and virtual ar-
rival time ar and tr. To do this we calculate the probability
that the real and virtual timestamps of the next write, aw

and tw, are such as to cause a rollback, i.e., ar + j < aw

and tr > tw (see [4] for details).

3 Evaluating the DTRD algorithm

In previous work [4] we compared the performance of
the DTRD algorithm with that of Time Warp and time win-
dows on both stereotypical cases designed to be represen-
tative of the kinds of access patterns found in multi-agent
simulations and on traces from a real agent simulation. For
the first set of experiments, we characterised the agents’ in-
teraction with the shared state of the simulation in terms
their degree of coupling and their skew. Coupling refers
to how the ALPs interact with the shared state variables and
the resulting potential for causality violations (rollback). By
skew we mean the difference in the ‘natural’ rate of LVT
progression between the ALPs, in the absence of rollback
or any throttling mechanism. A given set of ALPs may vary
between high and low degrees of coupling throughout the
execution of the simulation. Similarly, depending on the ex-
ecution environment (system loads etc) the degree of skew
may vary throughout the simulation.

We tested the DTRD algorithm on a range of synthetic
event traces derived from both fully-coupled and uncoupled
systems with varying degrees of skew. The algorithm per-
formed well on these test cases, adapting to differing de-
grees of both coupling and skew. For example, DTRD has
similar performance to Time Warp and outperforms time
windows in the uncoupled case and outperforms both algo-
rithms in the fully-coupled case (87% fewer replayed cycles
and 30% less CPU time). To evaluate the algorithm’s per-
formance in intermediate coupling cases, we also compared
the performance of the DTRD algorithm with that of Time
Warp and time windows on traces taken from the Boids [8]
agent simulation benchmark. We showed that the perfor-
mance of DTRD was at least as good as Time Warp and
time windows in terms of computation time in all the cases
investigated, and often significantly better.

While these results are encouraging, the performance of
the DTRD algorithm depends on the algorithm’s ability to
exploit predictability in the arrival time of the next write
event. In our previous work, we focused on the structural

characteristics of the agent simulation (i.e., coupling and
skew), and considered only a limited range of event distri-
butions. In particular, in the experiments referred to above,
both the real and virtual inter-arrival times were assumed to
be normally distributed. The virtual inter-arrival times were
assumed to have a mean of 15 and standard deviation of 4,
and the mean real inter-arrival time was 50 msecs for the
slower agent and 50× skew msecs for the faster agent, with
a standard deviation for both agents of 0.05 times the mean.

In this paper, we present a more detailed analysis of the
performance of DTRD algorithm. We focus on two key
questions:

• how the algorithm performs as the variance of the input
events increases (i.e., as the events become less pre-
dictable); and

• how the algorithm performs when the real and virtual
inter-arrival times are not normally distributed.

3.1 Method

To analyse the performance of the algorithm we devel-
oped a meta-simulator using Microsoft Excel. The meta-
simulator abstracts the ALPs to a list of read and write
events. The real and virtual inter-arrival times between
these events are generated from various probability distribu-
tions. The meta-simulator proceeds by calculating the next
event to be processed. This is done by determining which
ALP’s next event has the lowest real arrival time. The vir-
tual time of the next event is then calculated, and, if the
event causes a rollback, the other ALP’s event trace is reset
to the time of the rollback. The total time for the simulation
is then the total time required to process all events and any
rollbacks.

The DTRD algorithm is also implemented within the Ex-
cel meta-simulator. When DTRD is enabled, the optimal
delay time for each read event is computed and the read
event requeued for processing at now + the chosen delay
time. The implementation of the DTRD algorithm uses the
same method for calculating the cost and probabilities as
used in [4]. For comparison purposes, we also implemented
a simple version of Time Warp within the meta-simulator,
which simply processes each read event immediately, i.e.,
no delays are applied. The meta-simulator progresses until
all events have been executed, measuring the number of re-
played events, rollbacks, elapsed time and total delay time
applied.

We used a single, half-coupled test case [4] for all ex-
periments, in which two agents, each running on a sep-
arate ALP, access a single shared state variable. Each
agent executes a sense–think–act cycle, with read and write
events corresponding to the sensing and acting phases of the
agent’s cycle. At each cycle, agent 1 reads the variable, and



agent 2 both reads and writes the variable. In all cases, agent
2 has a lower rate of LVT progression than agent 1. Agent
2 therefore constrains the optimism of agent 1 and deter-
mines the rate of global virtual time (GVT) progression of
the simulation as a whole. Although the scenario is simpli-
fied, this pattern of variable accesses is representative of the
kinds of interactions found in highly coupled agent simula-
tions, where agents interact via the shared state. For exam-
ple, in flocking or predator and prey simulations in which
one agent can sense another, but the second agent cannot
sense the first [8].

We determined the performance of the algorithms both
for normally distributed event sequences with different vari-
ances and for event sequences which are not normally dis-
tributed. We used the total number of cycles repeated by all
agents as a result of rollback as our primary performance
measure.1 This value indicates the frequency and depth of
rollbacks within the system. For each algorithm, we re-
port the number of replayed cycles averaged over five input
traces for each set of test parameters.

3.2 Increased Variance

For the first set of test cases the input events were nor-
mally distributed with a fixed mean and increasing standard
deviation. The mean real inter-arrival time was taken to be
100 msecs for the faster agent and 200 msecs for the slower
agent, and the standard deviation was taken to be 5, 10, 15,
20 and 25% of the mean for each agent. The mean vir-
tual inter-arrival time was 15 for both agents, and the stan-
dard deviation was varied from 5 to 25% of the mean. This
scenario is intended to be representative of simulations in
which the agents have approximately the same virtual cycle
time, but different real cycle times (either because of dif-
ferences in CPU availability or because the amount of CPU
required by the ‘think’ part of the agent cycle is different for
each agent).2

This set of test cases is intended to evaluate the perfor-
mance of the DTRD algorithm when the underlying as-
sumption of normality does hold but increased variance
makes it harder to predict the real and virtual timestamps
of the next write event. Figure 2 shows the number of re-
played events for the DTRD algorithm as the variance of
the real and virtual timestamps increases. As can be seen
the number of replayed cycles increases from 20.6 when the
real and virtual variance are 5% of the mean to 55.2 when
the real and virtual variance are 25% of the mean. Increases
in the variance of real inter-arrival times has a more marked
effect on the performance.

1Elapsed time is not informative in this case, as the last event generated
by the slower agent determines the minimum execution time.

2We focus on variation in real cycle times as large differences in virtual
cycle times are less common in simulations of situated agents.
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Figure 2. Performance of DTRD with increas-
ing variance
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Figure 3. Performance of Time Warp with in-
creasing variance

For comparison, Figure 3, shows the number of replayed
events for Time Warp as the variance of real and virtual
timestamps increases. As can be seen, the unconstrained
optimism of Time Warp is relatively insensitive to increases
in the variance of the real and virtual inter-arrival times. For
example, the number of replayed cycles increases from 73.2
when the real and virtual variance are 5% of the mean to
75.6 when the real and virtual variance are 25% of the mean.

These results indicate that DTRD is able to exploit pre-
dictability in the event sequences to reduce the number of
rollbacks and replayed cycles. This is consistent with re-
sults previously reported in [4, 5]. However, as the vari-
ance increases, i.e., as it become more difficult to predict the
real and virtual timestamps of next write event, the perfor-
mance of DTRD degrades until it approximates that of Time
Warp. Figure 4 shows how the average total delay time for
all events decreases as the variance increases. When the
real and virtual variance is 5% the total delay time is 7041.4
msecs, decreasing to 2236.7 msecs as the real and virtual
variance increases to 25%.

As the variance increases, the reduction in expected cost
associated with non-zero delays reduces, and eventually dis-
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appears entirely. As an example, Figure 5 shows the ex-
pected cost computed by the DTRD algorithm for a single
read by agent 1 (i.e., for a mean real inter-arrival time of
write events of 200 msecs) where the standard deviation of
the real inter-arrival time of writes is 30, 150 and 350 msecs.
In this example the mean real inter-arrival time of writes
was calculated as 202.27 msecs and the mean virtual inter-
arrival time is 14.95 with standard deviation 1. The times-
tamp of the last write is 175 and the timestamp of the read
is 205. As can be seen, when the variance is low, delaying
until after the expected time of the next write event gives
the minimum expected cost. However, as the variance in-
creases, the reduction in expected cost associated with non
zero delays becomes smaller until with a standard deviation
of 350, there is no expected benefit to be obtained from de-
laying.

3.3 Non-Normality

A key assumption of the algorithm is that both real and
virtual inter-arrival times are normally distributed. In this
section we report experiments designed to evaluate the per-
formance of the algorithm when this assumption does not

hold.
We generated event sequences in which the real and vir-

tual inter-arrival times were drawn from a triangular and a
uniform distribution. The distributions were chosen so as
to have the same mean and standard deviation as the normal
distributions used for the previous experiments. For the uni-
form distribution the size of the outcome space was taken to
be µ ± (

√
3µ × σn) and for the triangular distribution the

end points were µ ± (
√

6µ× σn), where σn is the standard
deviation of the corresponding normal distribution. For any
given read event, the algorithm should therefore choose the
same delay time as for normally distributed data, allowing
the performance of the algorithm to be directly compared
with the normally distributed case.
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Figure 6 shows the average, minimum and maximum
number of replayed cycles for the normal, triangular and
uniform distributions for both DTRD and Time Warp. As
might be expected, varying the distribution of the real and
virtual times of events has relatively little impact on the
performance of Time Warp: for all distributions, the aver-
age number of replayed cycles is around 75, though with
uniformly distributed data, the minimum values are slightly
lower and the maximum values slightly higher. More sur-
prisingly, the data also suggest that varying the distribution
has relatively little impact on the performance of DTRD.
The average number of replayed events increases from 43.9
in the normal case to 46 when the events are uniformly dis-
tributed. Similarly, the minimum and maximum values for
the normally distributed case are 20.6 and 55.6 and for the
uniform case are 21.8 and 59.2. The variation in perfor-
mance is also similar to that for the normally distributed
case, i.e., the number of replayed cycles increases with the
variance of the input data.

We also investigated the performance of the DTRD al-
gorithm when the real and virtual inter-arrival times are ex-
ponentially distributed. Figure 7 shows the average, mini-
mum and maximum number of replayed cycles for DTRD
and Time Warp for events chosen from an exponential dis-
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tribution with the same mean real and virtual inter-arrival
times as in previous cases. As can be seen, the perfor-
mance of both algorithms is significantly worse than for the
normal, triangular or uniform distributions. For example,
with Time Warp, the average number of replayed events in-
creases from 73.9 for normally distributed to data, to 117.4
in the exponential case. With DTRD the average number
of replayed events increases from 43.9 in the normal case
to 90.8 in the exponential case. However, even with ex-
ponentially distributed data, DTRD still outperforms Time
Warp. We believe the decrease in performance of DTRD
can be attributed to the increased variance of the exponen-
tially distributed data, rather than to the characteristics of
the exponential distribution per se.

In summary, the performance of the algorithm does not
appear to degrade significantly when the data are not nor-
mally distributed. Indeed the results presented above tend
to support the hypothesis that the key factor is the variance
of the data rather than the assumption of normality. For
all distributions, as the variance increases, DTRD delays
fewer events, and, in the limit, its performance degrades
gracefully to that of Time Warp. Importantly, in none of
the cases investigated did DTRD perform worse on average
than Time Warp. This is not to suggest that the algorithm
is optimal for all cases; however it does suggest that for a
range of input distributions it can successfully exploit pre-
dictability in the data to reduce the number of replayed cy-
cles. By reducing the number of cases where the last event
generated by agent 2 triggers a rollback on agent 1, the
DTRD algorithm also slightly reduces the overall elapsed
time required to process the same set of events. For the
normally distributed inter-arrival times the average elapsed
time over all values of standard deviation is 20234 msecs

for Time Warp and 20153 msecs for DTRD.

4 Related Work

There are a number of probabilistic approaches to con-
straining optimistic execution in the literature [1, 2]. In this
section we look at two other optimistic algorithms which
apply similar approaches to the DTRD algorithm. We in-
dicate the assumptions made by the algorithms when com-
puting the probability of rollback, and briefly outline how a
similar analysis could be applied.

In [3] a decision theoretic algorithm similar to DTRD is
used to calculate the optimal amount of CPU time an LP
should delay before processing an event. The algorithm
calculates the probability of rollback for a particular event
and uses previously observed rollback costs to calculate the
delay time. To calculate the probability of rollback, the
real-virtual time plane is decomposed into spatial regions
Rij = [si−1, si) × [tj−1, tj), and the number of events and
rollbacks within each region are counted. The frequency
of events and rollbacks is not uniform over all real-virtual
time regions: assuming distributions of Gvt and Grt along
the virtual and real axes respectively, the interval boundaries
are calculated as

si = G−1
rt

(
i

µ

)
, tj = G−1vt

(
i

v

)
.

When considering whether to delay an event, the algorithm
determines in which region the event’s inter-arrival times
lie. The probability of rollback for that event is then the
number of rollbacks in the region divided by the total num-
ber of events, i.e., the ratio of rollbacks per event.

While the approach presented in [3] does not model the
distributions of event times using an explicit distribution,
the effectiveness of the algorithm still depends on the dis-
tributions used to generate the real and virtual time regions.
One may infer that the performance of the algorithm would
degrade if the inter-arrival times of events followed a differ-
ent distribution to the one used to decompose the real and
virtual time plane. In [3] the authors indicate that with a uni-
form decomposition of the real-virtual time plane the algo-
rithms performance is worse. It is not clear how the variance
of the distributions would affect this approach. Without
the assumption of an underlying distribution the probabil-
ity of rollback will not necessarily decrease with increased
variance. Therefore with high variance the algorithm may
still apply delays. However one would expect that with in-
creased variance the delays would be less effective at pre-
venting rollback.

The Minimum Average Cost (MAC) algorithm [7] is an-
other probabilistic synchronisation algorithm which uses a
decision theoretic approach to determine delay times. The
algorithm is implemented within the ParaSol system, where



each LP has an independent input channel for message from
every other LP in the system. When the algorithm finds
an empty input channel on an LP k, the algorithm deter-
mines the amount of real time, w, for which processing on
k should be suspended. w is calculated so as to give the op-
timal trade off between preventing cost of rollback and the
cost of delaying.

The MAC algorithm records the real arrival times and
timestamps of messages for each channel of an LP. The
inter-arrival times are calculated and assumed to be station-
ary sequences. Given that an input channel is empty at time
t, the algorithm calculates the probability that a straggler
event will arrive after time t + w as:

P{Sj(t + w) = 1} =
P{Tj,M < yi,N − yj,M−1 ×
Rj,M > t + w − xj,M−1}/
P{Rj,M > t − xj,M−1}

where Tj,M and Rj,M are the stationary sequences of vir-
tual and real inter-arrival times, xj,M−1 and yj,M−1 are
the last real and virtual times respectively, and yi,N is the
timestamp of the last event to be processed by the LP. The
above example only deals with the two source case (i.e.,
two LPs)—in general the probability of a straggler is calcu-
lated as the probability of receiving a straggler on any input
channel.

The MAC algorithm makes stronger assumptions about
the distribution of inter-arrival times in that it assumes sta-
tionarity, i.e., zero variance in the inter-arrival times. With
this assumption, for a given mean the probability of receiv-
ing a rollback is constant. Therefore if the inter-arrival times
were normally distributed, or exponentially distributed with
the same mean, the calculated probabilities would be the
same. Increasing variance will therefore have no effect on
the probability of rollback computed by the algorithm. If
there is little variance in the inter-arrival times, the algo-
rithm should see arrival times close to those it predicts.
However, with larger variance, the assumption of station-
arity would result in many arrival times long before or after
the expected arrival time. Therefore, as the MAC algorithm
applies the same delays for event sequences with greater
variance, we might expect a degradation in the performance
of the algorithm in these cases.

5 Discussion and Further Work

In this paper we have presented a detailed analysis of the
DTRD algorithm, and showed how its performance changes
when different underlying distributions are used to gener-
ate the inter-arrival times of events. We first investigated
the behaviour of the algorithm as the variance of the dis-
tribution of inter-arrival times increases. As the variance

increases it becomes harder to predict the real and virtual
arrival times of a straggler write, and the algorithm exe-
cutes more optimistically. In the extreme case (standard de-
viation 25% of mean) the algorithm’s performance is more
or less equivalent to that of unconstrained Time Warp. We
also investigated the performance of the algorithm when the
real and virtual timestamps of the input events are not nor-
mally distributed. We showed that if the inter-arrival times
follow a different, but comparable3 distribution the perfor-
mance of the algorithm is more or less equivalent to the nor-
mal case. For exponentially distributed inter-arrival times,
the DTRD algorithm still outperformed unconstrained Time
Warp, but both algorithms exhibited a marked reduction in
performance.

The behaviour of the algorithm can be explained by con-
sidering the probability distribution function (pdf) of the
normal distribution. As the standard deviation increases, the
probability of a variate assuming a value in a given range
decreases, resulting in the algorithm estimating a lower
probability of rollback. The algorithm therefore chooses
smaller delay times, as the expected cost of a straggler event
is lower while the cost of the next event not being a straggler
remains the same.

In our analysis we have assumed a zero overhead cost.
In reality the DTRD will incur a real time overhead for
calculating the inter-arrival time distributions and for de-
termining an optimal delay time. In previous work [4, 5]
we have shown that, at least for some agent simulations, the
performance gain outweighs the overhead associated with
the algorithm. However, in general, this may not always be
the case, particularly for simulations with a high degree of
variance in the inter-arrival times. In such cases it may be
possible to reduce the overhead of the DTRD algorithm by
assuming a delay time of zero, for example, in situations
where the standard deviation of inter-arrival times of writes
to a variable exceeds a threshold and the cost of rollback
is not too high.4 The algorithm would still need to calcu-
late the mean and standard deviation of the real and virtual
inter-arrival times for each shared state variable, however
such an optimisation would remove the overhead of consid-
ering non-zero delay times in those cases where a zero delay
time would ultimately be selected while still being able to
exploit predictability in the case of other variables.

In future work we plan to extended our analysis to the
algorithms described in section 4, to allow us to compare
their performance to that of DTRD, and to investigate how
these algorithms are affected when their underlying as-
sumptions do not hold. Another area of interest is inves-
tigating whether the performance of DTRD could be im-

3In the sense that the mean and standard deviation can take the same
values as a normal distribution

4If the cost of rollback is very high, then even with a low probability of
rollback the expected cost of a straggler would still be significant.



proved by adapting the assumed distribution to the observed
data as proposed in [2]. We also plan to investigate the per-
formance of the DTRD algorithm for multi-modal distri-
butions. At present a multi-modal distribution will be ob-
served as a unimodal distribution with high variance, how-
ever in some circumstances it may be possible to model the
different modes of the distribution independently.
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