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9.1 Introduction
Surfacing the usually hidden or opaque digital footprints recorded by computers as
people go about their everyday lives can make a valuable contribution to the practice
of empirical social science. This chapter describes the development of a software tool
that makes the surfacing possible and enables a broad church of social researchers to
exploit digital records. It focuses on the development of the Digital Replay System
(DRS), a software system that enables researchers to combine the data contained in
digital records with more traditional and established forms of social science data, such
as audio-visual recordings and transcriptions. DRS also provides quantitative
techniques for the analysis of the content of digital records. Digital records have the
potential to make visible in fine-grained detail the wide range of interactions
conducted within digital environments through the use of digital infrastructures,
devices and services. In doing so they open up for analysis the broad range of human
activities that animate the digital society and contemporary life. This chapter
explicates the core notion of digital records, tools for creating and exploiting them,
and methods that that these tools support. Further development of DRS is also
considered, particularly its potential to support the crowdsourcing of digital data and
mass participation in social science research in the twenty-first century.
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Social scientists have a growing interest in digital records and the promise they
hold to shape understandings of social media and social networks (Bohannon, 2006).
Nonetheless, the initial impetus towards the development of DRS originated in the
field of Human-Computer Interaction (HCI) circa 2004, in the effort to understand
human interaction in emerging ‘ubiquitous’ computing environments. These complex
socio-technical environments exploited new digital infrastructures (GPRS, GPS,
WiFi, etc.), mobile devices and sensors (motion, acceleration, heart rate, etc.) and
merged them with online services to create interactional settings in which ‘users’ were
distributed both physically and digitally and interacted with one another via
asymmetrical means (e.g., Benford et al., 2003; Brown et al., 2003; Rogers et al.,
2004; Halloran et al., 2005). The distributed and asymmetrical nature of these
environments made them difficult to study through traditional observational means –
what one saw was fragments of interaction (Crabtree and Rodden, 2009) gleaned from
individual standpoints within the broader nexus of activities. The idea emerged that
researchers might be able to exploit digital records, or ‘systems logs’ to use the
technological jargon, to develop a richer picture of human interaction within these
settings (Equator IRC, 2013). This was not first time that system logs – digital records
of computational events and states, including those created by human beings – had
been made use of in HCI (e.g., Burrell and Gay, 2002) but early experiences of using
them suggested it was a very labour intensive and time consuming process (Crabtree
and Rouncefield, 2005) and that there was clear opportunity to develop computer
support to assist analysis of human-computer interaction in this context (Crabtree et
al., 2006a).
Other disciplines saw the potential of digital records for social research too, not
only sociologists but also learning scientists and corpus linguists (ESRC, 2005). The
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UK e-Social Science programme (Halfpenny and Procter, 2009; Halfpenny and
Procter, 2010) provided the opportunity to bring these analytic perspectives to bear on
collaborative explorations of digital records in order to shape the development of
software tools and promote their broader uptake and use. Research and development
does not take place in a vacuum and the development of DRS was also shaped by
contiguous research endeavours taking place at the UK universities of Glasgow,
Bristol and King’s College London (Morrison et al., 2006; Fraser et al., 2006) and
through collaborations with participants in the U.S. Cyberinfrastructure program
(Adolphs et al., 2007). DRS was the outcome of these collaborative efforts (see
SourceForge, 2007). It provides a suite of tools that enable researchers to visualize
and inspect digital records, to synchronize them with audio-visual recordings and
transcriptions and create rich multi-media documents, to replay synchronized datasets
just as one can replay video, to code synchronized datasets, and to generate graphs
and charts based on coded results. DRS also provides group support to facilitate
collaborative research and meta-data management to support the organization of
research activities.
DRS is a free to use software system that operates on Windows and Mac OS X
operating systems. It has garnered broad interest in a wide variety of fields including
HCI and ubiquitous computing, learning science, corpus linguistics, informatics,
science and technology studies, performing arts studies, and qualitative research.
Thus, the software has been used to conduct a range of substantive research, including
studies of end-user programming (Starbird and Palen, 2011), the social use of
spectator interfaces (Reeves, 2011) and multi-user touch surfaces (FitzGerald, 2012),
novel amusement park rides (Schnädelbach et al., 2008), uses of domestic broadband
and home networks (Rodden et al., 2009), crisis management (Palen et al.,
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2008),
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performances (Giannachi and Benford, 2011), pervasive games (Foster et al.,
2010), healthcare training (Weal et al., 2009), educational uses of virtual
environments (Brundell et al., 2008) and multi-modal communication (Knight, 2011),
and it has been drawn upon by social scientists to shape methodological debates
around computing and visual methods (Zeitlyn, 2011; Spencer, 2010; Prosser, 2011).
Despite the perceived salience of DRS to a wide variety of research endeavours it is,
however, essentially a prototype not a production system. Its purpose has been to
show the possibilities for social research of digital records, not to build commercial
tools. In this respect, DRS has also inspired the development of new tools to support
performance studies (Giannachi et al., 2011) and information visualization (Morrison
et al., 2009), and driven burgeoning interest in the analytic purchase of new forms of
data capture and use in the CAQDAS community, in particular (Silver and Lewins,
2010; Silver and Patashnick, 2011; Fielding, 2012). Below we elaborate the work that
has driven broad interest in the potential of digital records to add value to social
research and to further our understanding of life in the digital society.

9.2 What is a Digital Record?
Twenty-first century life is increasingly conducted through the use of digital devices
and services. We carry an expanding array of personal digital devices; computing
networks are situated in our homes and workplaces; and we interact via a complex
digital infrastructure in almost every environment we spend time in. Increasingly, our
homes, our workplaces, and the public spaces we inhabit are populated by a digital
infrastructure, which enables a plethora of devices to communicate with one other.
Some of these devices are personal, they belong to us and are used by us; others are
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part of the organizations and institutions we rub up against and interact with in the
course of our everyday lives. The underlying digital infrastructure is embedded in our
environment, our streets, our buildings, our cars, our homes and our workspaces. This
largely invisible infrastructure and the more tangible array of devices that hang off it
are capable of creating records of our activities. Consider the following scenario, by
way of example, which elaborates a mundane range of activities that generate digital
records.
As part of Mary’s morning routine she checks the weather forecast on the
Internet in order to help her decide what to wear today. She has breakfast
and sorts through her email while drinking her coffee before heading off to
work. Mary drives to work, being careful not to go too fast through the
average speed camera traps that line parts of the route. Today she is going to
see a new client and she uses her smartphone to navigate to the client’s
address and to make a hands free call apprising him of her ETA in the face
of heavy traffic. During her meeting with the client she uses her laptop to
present and discuss various documents and emails notes to herself for future
reference. Mary then goes to her own workplace to type up her notes and
initiate next actions for the client. She enters the building by swiping a
smartcard at the main door. She then logs on to a desktop computer and
starts work. As she works she receives and responds to a text message from
her boyfriend, Joe, arranging a place to meet after work for a drink. After
Mary and Joe leave the pub they go and pick up a ready meal from the
Sainsbury’s supermarket near Mary’s house, which she pays for with her
credit card and collects reward points on her Nectar card. The CCTV on the
streets makes Mary feel safer as the couple walk back to her flat. The couple
eat their dinner while watching a programme on iPlayer before settling down
for the night.
Not necessarily a typical day for you or I but there are a great many familiar features
of this scenario that punctuate our everyday lives. Less familiar perhaps are the digital
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records that we produce as we go about our everyday business. At every twist and
turn in Mary’s day she leaves behind digital traces that elaborate where she has been,
what she has been doing and even with whom. Her checking the weather forecast in
the morning creates an entry in her web history log, sorting of email is recorded by
the email server, speed cameras record her car registration and calculate her speed,
her smartphone creates a GPS log of the route to the client and the phone call made,
her laptop logs what documents she uses and the client’s WiFi network logs traffic
sent through it, Mary’s entry into her own building is logged by the smartcard access
system and the computing network as she logs on to the desktop computer, her
smartphone creates a log of SMS messages, Sainsbury’s, Nectar Card and her credit
card company create various logs of her purchasing habits, the CCTV records her
movements home, and her home network and internet browser log online activities as
the couple eat their dinner. Digital records are being created throughout our day by
the numerous devices and digital infrastructures that we interact with, whether we are
cognizant of it or not. Any and most of the digital devices we use can – and do –
record a whole range of our activities, our movements, our interactions and
connections.
Digital records reflect the things we do with our devices in the environments we
inhabit. They elaborate our communications, movements, purchases, and informationseeking behaviour. Our communications include email, SMS and IM, phone and
video calls conducted across a variety of devices including smartphones, laptops,
desktop PC, tablets and even landlines, and exploiting either commercial phone
networks or our home network with a broadband connection. Our movements through
buildings and along streets are recorded through the GPS satellite network accessed
through smartphones and tablets. Our movements are also recorded via 3G, Bluetooth
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and WiFi networks, and CCTV is routinely used to track movements throughout
spaces and across transport networks. Our movements in and out of buildings may be
recorded through a variety of sensors and smartcard systems. The purchases that we
make are recorded by vendors regardless of location, that is, whether we are in a shop
or using the Internet. Purchases are also recorded by the financial organizations that
support them, our credit card companies and banks. Our activities on the Internet are
recorded locally on the device that we use to browse and search it, however, they are
also recorded by the Internet service provider, by the particular service we are using,
by third party services which reuse our online content, and even by government and
security organizations. We call all of these digital records ‘logs’ or ‘log files’. Logs
are specific to the device that recorded them. For example, a smartphone GPS system
may record spatial coordinates with an associated timestamp; a web browser might
record the user, timestamp and URL of the site visited.
Figure 9.1 Example log file
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As powerful a resource as they may be, log files are opaque. No doubt this will come
as relief to many, the ethics of exploiting digital records are, of course, very important
(see Chapter 12), but as one can see from the example (Figure 9.1), log files are quite
unintelligible in their ‘raw’ state. The example displays the general character of a log
file. It consists of several columns containing data that relate to one another –
information – which is understandable to whomever designed the recording system.
The initial challenge with logs, at least if we wish to exploit the rich seams of data
they contain, is how to make them intelligible or accountable to others if they are to
be of any value to social research? Of particular value is the potential to exploit them
alongside traditional forms of social science research data, especially that routinely
exploited by qualitative research. Logs preserve human and system interactions for
subsequent analysis and provide the tangible possibility of augmenting traditional
forms of data collection and analysis. They can be stored, archived, managed,
manipulated, and replayed in much the same way that video data can be replayed to
‘go back to’ and ‘go back over’ what took place. Log files add value to the research
endeavour by recording traces of the human interaction conducted through the
increasingly pervasive use of computational systems and devices. Traditional forms of
data capture only a partial record of such routine events and this underscores the
potential of logs to add value to social research investigations.
Not only are raw logs unintelligible to anyone but a technical expert, they are also
often very large – some log files generated in efforts to understand the use of home
networks (Rodden et al., 2009), for example, contain over 20,000 records of unique
web requests per day, that is separate records of URLs that devices on the network
have connected to. While users of the network don’t see this – they are only cognizant
of the particular services they access (e.g., iPlayer, Facebook, Skype, etc.) web pages
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consist of many parts (images, adverts, banners etc.) which might be actually
downloaded from numerous web addresses, even though the final result looks like a
single item. Also, many websites also regularly update themselves without user input,
which results in further web requests being recorded. In addition to being
unintelligible, raw logs are often very ‘noisy’. Depending on how the logging system
was designed, and the purposes of the designer, there can be a great deal of
information that is of limited value to social science researchers. For example,
network records are often designed by system administrators for the purposes of
comprehensively recording the performance of servers. Such logs may include huge
amounts of information irrelevant to a social scientist. Logs may also be fragmentary.
Recording may be interrupted and when looking at multiple logs from the same
context, but recorded on different devices, there can be asynchronies and significant
variations in the frequency of log entries.
There are then several problems that beset the use of systems logs (intelligibility,
noise, size and fragmentation) and we need to be able to address these if we are to
transform them into resources that are available for analysis. The initial approach in
HCI towards resolving these issues was to ‘clean’ the logs by removing irrelevant log
entries to reduce noise, to create bespoke ‘log viewers’ to visualize remaining content
and make it intelligible, and to combine the resulting representations with time-based
resources (audio and video recordings) generated by researchers in the field to help
cover gaps and round out the picture of human interaction (Brown et al., 2003;
Barkhuus et al., 2005; Benford et al., 2005). There are two key problems with using
bespoke log viewers, however. Firstly, to make one requires significant programming
skills and takes a considerable amount of time. Secondly, there may be limited access
to the software, and even less to the people who designed it, and this inhibits our
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understanding of the technical details contained in a log, that is, what the log content
actually refers to and means. This may seem trivial but understanding exactly what a
time code, for example, represents when looking at a log from the past is not obvious
– it’s about time, yes, but the timing of what? Therefore, and ideally, we want
general-purpose viewers that are open to a broad set of users. In the past, generalpurpose tools for dealing with logs were typically limited to spreadsheets and
statistical analysis packages. If we are to fully exploit the potential of logs there is a
need to find some way to turn the streams of numbers and text they contain into
something we can understand. In short, we need a new method of representation that
will make logs accountable to social researchers and developing this solution was the
driving force behind the design of DRS.

9.3 Making Logs Accountable
The Digital Replay System (DRS) is a cross platform tool developed to handle system
logs and built with a view to supporting qualitative analysis with an element of
quantification. DRS supports the importation, viewing, synchronization, replaying,
annotation, and coding of heterogeneous datasets. It functions through organizing and
relating multi-modal records in a database. Importing logs into a database is a
complex task because logs are rarely in a standard format. They can, however,
generally be distinguished as being one of two basic types: state and event. State logs
contain the type of data that can be used to reconstruct the internal workings of a
system at any given time and are characterized by being representable within a single
consistent database table. They essentially come in two forms regular and irregular
because data is sampled either at regular or irregular intervals. State data is wellsuited for display on certain types of graphs such as time series. The fact that state
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data can be stored in a single table makes handling it relatively simple for log viewers.
Conversely, we have event type data. Event data typically describes irregular discrete
occurrences. While in some cases it may be suitable to describe this data as irregular
state data, the size of the table necessarily increases with the number and complexity
of events. This method is more suitable for recording events that either happen or
don’t, user interface interactions for instance. A simple example is that of a
thermometer application. It runs constantly, but the user must press a button to check
the temperature. The temperature is regularly sampled and stored as state data, the
user’s checking of the values as event data. Assuming we sample every 30 seconds,
we have a regular state value that can be plotted easily on a time series. We can
similarly plot the user’s interactions with the system on an event series. Selecting a
user interaction event in the event series, we will be able to look up the last sampled
state at that particular time.
This simple separation of logging types leads to an extensible, generalized
architecture for storing logged data in a database. With that standardized system we
can significantly reduce the complexity required for viewer components to be able to
handle the data. This approach (encapsulated in DRS) is sufficiently flexible to handle
virtually any type of system log. We call this system the ‘log file workbench’, which
processes raw log files and turns them into usable database tables. The raw log file
shown in Figure 9.1 consists of a digital record generated by riders on a fairground
attraction collected as part of the Thrill project; a public understanding of science
project conducted at the Science Museum in London in October 2006 (Walker, 2006).
The project exploited a telemetry system consisting of accelerometers, heart rate
monitors, and head mounted video cameras to explore and visualize to the public
embodied characteristics of ‘pleasure, frisson, and excitement’ (Walker, 2006) in an
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engaging way. The log file contains a record of subject identity, time of the log entry,
the subject’s heart rate and acceleration at each timed entry. Importing the log file into
a database allows it to be re-represented and its content to be visualized. Figure 9.2,
for example, re-represents the heart rate in a line chart and plots it against the time
series (running horizontally).
Figure 9.2 Re-representing logs: a line chart visualizing heart rate over time

The representation in Figure 9.2 may seem prosaic. However, most chart generation
systems, such as those provided by Microsoft Excel, create discrete charts that are not
well connected to the related data. If they are linked to a selection of data, then they
are not linked to any other charts. In DRS charts are intrinsically connected to each
other, and also allow for both dynamic and interactive selection. Figure 9.3, for
example, shows a histogram of all heart rates of all subjects (bottom left), when any
part of the histogram is selected acceleration is displayed for that data point (top right)
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and heart rate (bottom right). Two different time series are shown as acceleration and
heart rate are represented through different sets of numbers (heart rate is typically
around 100, acceleration is 0–1); consequently acceleration loses its clarity if it is
represented on one chart with heart rate. The histogram shows the distribution of heart
rate samples (not time), so picking one towards the right hand side of the histogram
when the ride is still moving displays a relatively high heart rate as visualized in the
bottom right display and acceleration at that point in the top right display.
Figure 9.3 Connected and dynamic interactive charts

DRS enables much richer forms of representation and re-representation than existing
tools. It allows researchers to visualize the content of system logs, to create multiple
‘linked’ representations of their content, and to interact with and interrogate multiple
representations in fine-grained detail. Making system logs accountable to social
research requires more than visualizing content, however. There is also a need to
enable researchers to combine logs with more traditional datasets to support the
production of ‘thick’ descriptions (Crabtree et al., 2006b). DRS supports thick
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description by enabling researchers to add contextual data and to synchronize it with
log content.

9.3.1 Adding Context to Logs
DRS supports the widespread practice of bricolage (Denzin and Lincoln, 2005),
where heterogeneous forms of data are combined into a cohesive corpus of analytic
materials. Thus, social researchers can combine log file content with audio-visual
materials and annotations (fieldnotes, transcriptions and codes). DRS provides an
approach to data curation which allows researchers to combine related data sources
into ‘projects’ and perform discrete ‘analyses’ upon all or subsets of those data
(Figure 9.4). Data in DRS are synchronized primarily by time and so each analysis in
a DRS project has its own abstract timeline. The timeline allows data to be replayed
with a series of controls (such as play, pause, rewind, etc.), not dissimilar to a video
recorder, through a tool called the ‘track viewer’. Data sources are arranged on the
timeline according to:
• Explicit temporal information contained in the data (e.g. start/end of videos).
• Direct links between resources (e.g. coding tracks associated with movies).
• User specified relationships between resources.
When viewing all these resources together, synchronization is important because it
allows the researcher to cue any visualization component with any other. Thus,
• Moving the timeline in the track viewer synchronizes the playback point on all
time-based data items associated with an analysis.
• Selecting an utterance in a transcription synchronizes all other time-based data
items in the analysis to the time the utterance occurred.
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• Making a selection on a graph synchronizes all time-based data items in an
analysis to the first selected value and replicates the selection on other
charts.
In short, having synchronized multiple data items together, whichever item the user
selects and views, is coordinated with all other data items in an analysis: if one piece
of video is selected, the others play along with it insofar as their timings correspond,
as do the transcripts associated with the dataset and any log visualizations;
alternatively, the user may scroll through a transcript and select utterances and this
will take them to relevant sequences of video where the utterance occurred or which
are related to the utterance; or the user may select a point in a line chart and all other
media relevant to that point will be synchronized with it. DRS will also support
synchronization and dynamic linking between multiple instances of data types. That
means that multiple videos, transcriptions, and log viewers can be synchronized and
replayed side-by-side, the only constraint being the processing power of the host
machine and screen size.
Figure 9.4 Synchronizing heterogeneous data
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Annotations may also be added to the track viewer to thicken up the dataset and
support analytic work and interpretation. Notes, codes and other textual ‘mark ups’
may be inserted by the researcher and be associated with particular events contained
within a data item (e.g., a short sequence of video, an utterance in a transcript, or a
photograph), which in turn is or may be synchronized with other data items as
outlined above. Figure 9.4 shows a set of codes that have been applied to the dataset
in the track viewer – in the box to the right of the track viewer, overlaying a
histogram. Essentially, annotation involves anchoring ‘subjects’ (textual descriptions
of interesting content) with ‘regions’ (stretches of time); Figure 9.5 provides a
schematic of the arrangement. The ‘interesting content’ is the subject matter of the
annotation – this can consist of either narrative descriptors or predetermined analytic
codes – which is anchored to the region of time to which it applies within the data or
‘media’ item being annotated.
Figure 9.5 Annotation schema
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Annotations are organized into annotation sets (Figure 9.5). An annotation set could
be a transcription, a set of non-overlapping textual annotations arranged in temporal
order, or a set of pre-determined codes signifying behaviours observed in the data
(e.g., types of utterance, bodily movements, gestures, etc.). In the case of codes, the
set of codes (the coding scheme) from which annotations are selected are constructed
in advance of their application. Annotation sets are associated and viewed alongside
other data through code tracks and the track viewer. In the example track viewer
shown in Figure 9.6, the two upper tracks are transcription annotation sets, the two
lower tracks are coding tracks, which show when certain behaviours are taking place
(smiling, frowning, grimacing, etc.).
Figure 9.6 Annotation sets and coding tracks
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Multiple coding tracks can be created to enable coding of concurrent actions and
events. Codes can be applied while the video is playing through keyboard commands,
or they can be applied by selecting stretches of time on the timeline and inserting
them. The range and organization of codes is entirely controlled by the researcher
who designs the coding scheme. There are a number of preselected code types (e.g.,
fixed length or variable length). These are aids to the researcher, but any type of code
can be created and used. It is important to note that due to the design of the DRS
database, annotations are treated in the same way as log file data and can similarly be
visualized. This means that charts and graphs can be generated through coding to
represent numerical frequencies and patterns within a dataset.

9.3.2 Thick Description
DRS supports thick description via the ‘document viewer’ (Figure 9.7), which can be
used to create live texts. The document viewer allows social researchers to create rich
multi-media documents whose content is connected to the underlying dataset and
annotations. Thus, video, photos, and transcripts can be embedded in the document
alongside textual descriptions and these are linked to the datasets they are drawn
from, which means that they can be replayed and re-inspected to support the
production of analytic and interpretive accounts. Codes can also be applied within the
document viewer, enabling researchers to mark up transcriptions and narrative
descriptions within the live text. This means that coded events can be indexed, that the
document can be searched, and specific instances of coded events can be readily
replayed and reviewed. Thus, the document viewer is both a resource for constructing
texts and for conducting analytic work involved in their production.
Figure 9.7 Thick description – creating live texts
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To summarize, DRS elaborates potential ways in which digital records may be
exploited through a suite of software tools that make system logs accountable to
social research. These included tools for importing and visualizing system logs,
synchronizing them with audio-visual resources and transcriptions, coding
heterogeneous datasets, and creating thick descriptions. There is more to new forms of
digital social research than this, however, and it is towards the elaboration of further
possibilities that we turn below.

9.4 Extending DRS – Mobile and Location-based Data
Social interaction is increasingly conducted through the use of mobile devices,
particularly smartphones and pads. In addition to interactional content these kinds of
devices also log locational data. Widespread awareness of this was raised by a battery
of scare stories about the ‘hidden’ tracking capabilities of smartphones (see Williams
(2011) for example). While the potential to track users exists, and raises important
ethical issues both for society and the developers of computing infrastructures and
systems (Borenstein, 2008), the reality is that smartphones and tablets are designed to
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exploit location not in order to spy on people, but to deliver ‘contextually relevant’
services to them – i.e., services that are perceived as relevant to the user’s current
location (e.g., WiFi hotspots, maps, cafés and shops, etc.). In principle, however, this
logging capability means that it is possible, with user consent, to reconstruct people’s
movements around the world and inspect the services they access and use at various
locations as they go about their everyday lives. It is also possible to log ‘geo-tagged’
content – i.e., photographs, videos, audio recordings, notes, and routes, etc. – to
enable social researchers or participants in a study to explicitly generate data through
the use of smartphones and tablets. Mobile and location-based data and data logging
may, then, provide an effective means for social scientists to foster broader
participation in research, and the location data generated by participants through the
use of mobile devices can, in turn, provide a resource for organizing, querying,
filtering, and interrogating the datasets they generate.
The potential of mobile and location-based data was explored in the context of
DRS development by corpus linguists. Having already demonstrated the salience of
multi-modal corpora (Adolphs and Carter, 2007; Knight, 2011), researchers sought to
explore the purchase of mobile and locational data to understanding language-incontext. Seen from a linguistic perspective, mobile and location-based data provide a
potential means of exploring patterns of language use across speakers, different
modes of interaction, time, and place. In turn, this opens up the possibility of
developing a better understanding of the importance of contextual features of
discourse, marking a significant step-change in the potential for linguistic research.
Developing understandings of language-in-context is a complex matter however, as
the process of capturing, representing and defining context is difficult. Context is not
a fixed or easily specifiable concept but dynamic and always changing (Goodwin,
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2000). It combines not only extrinsic social, cultural and interactive factors but also
intrinsic cognitive, affective and conative factors (Duranti and Goodwin, 1992;
Kopytko, 2003; Fetzer, 2004). Context is therefore understood as everything outside
of an utterance or expression itself that is necessary for its effective interpretation
(Heylighen and Dewaele, 2003).
There is broad interest in linguistics, and in other disciplines too, to develop a
‘multifaceted picture’ of context that ‘integrates’ linguistic features of discourse
(vocabulary, syntax, rhetorical structures, etc.) with salient features of the external
discursive situation (the speakers, hearers, time and place of the exchange, etc.) and
the socio-cultural knowledge which the researcher draws upon to interpret languagein-context (Bazzanella, 2002). In exploring this challenge, linguists involved in the
development of DRS set out to collect a corpus of materials that would enable them to
inspect ‘a day in the life’ of a language user, gathering discourse across different
spaces, places and modes of interaction (rather than just from fixed and static
locations) as a means of elaborating core elements of discursive context. Data was
initially gathered through a collection of recording devices (including a smartphone
for recording location data, a camera for video and photographs, and an audio
recorder) and assembled into a coherent dataset using DRS after the event. However,
dissatisfaction with the synchronization challenges associated with collecting data
streams from multiple devices, as well as the need to actually carry and coordinate the
use of those devices, shaped the development of a smartphone application called
‘fieldwork tracker’ (Figure 9.8), a tool designed to do the work of several devices at
once in a single, portable, device.
Figure 9.8 Fieldwork tracker
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Fieldwork tracker is a smartphone application that creates detailed location-based
logs. It was developed to enable researchers or participants in a study to collect data
through a simple multi-function device which allows for the automated
synchronization of data with DRS. Logs have unique names and record geo-tagged
images, video, audio and textual notes. They also contain routes logged via GPS.
Device time is automatically synched computationally, which means that data from
multiple devices can be systematically synchronized. Captured logs – such as that
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shown in Figure 9.9 – can be uploaded either by email or through a Dropbox account
and then be imported into DRS.
Figure 9.9 Fieldwork tracker log file (an example)

The example field tracker log file is from a study of visitor interaction at the 2010
British Art Show. The interactions of three pairs of gallery visitors were tracked and
recorded resulting in over 10 hours of data being generated, including video and
photographic data generated by the participants themselves. The data elaborated
interactions involved in way-finding between the various galleries involved in the arts
show, planning engagement with exhibits, viewing art works, coordinating viewing as
a pair, and linguistic variations as the pairs made their way through various changing
contexts and social encounters (e.g., as they moved from the home, through the streets
and gallery and engaged with different parties including friends, acquaintances, and
strangers).
Because fieldwork tracker and DRS were designed to function together, data does
not have to be processed through the log file workbench as outlined previously.
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Instead, DRS supports ‘one click’ imports of fieldwork tracker logs. All geo-tagged
data collected using the fieldwork tracker are uploaded into a DRS project and
automatically represented at the associated point on a map to display the location
where they were gathered. This process includes GPS routes generated by researchers
or participants (Figure 9.10).
Figure 9.10 Representing geo-located data

Audio-visual data collected through other means (e.g., through a standard video
camera or audio recorder) can also be synchronized with the map data. Then, as the
video or audio is replayed, the relevant points on the map at which these extraneous
recordings were made are highlighted, which helps tie the conversation to the location
it took place. From a corpus linguistic perspective, with data in hand, the next step in
such a study is to transcribe the audio. This can be done within DRS, which enables
time-stamped annotations within a transcript (i.e., individual turns at talk) to be tied
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both to their specific temporal position in the audio track and to the geo-tagged
locations within the map where they occurred.

9.4.1 Corpus Analyses of the Data
Corpus linguistics is a ‘mixed methods’ approach – i.e. a combination of qualitative
and quantitative methods – utilized in the study of textual records, including
transcriptions, of naturally occurring language. These records are called ‘corpora’.
They provide the means for investigating linguistic patterns and the semantic,
grammatical and prosodic associations of lexical items across large bodies of
language-in-use. Multi-modal corpora have extended the research focus beyond text
to incorporate physical gestures (Adolphs and Carter, 2007), and these are themselves
being extended to incorporate ‘ubiquitous’ mobile and location-based resources to
further elaborate the real world character of language-in-context (Adolphs et al.,
2011). The typical way into the analysis of corpus data primarily involves profiling
the rate of use of linguistic terms and phrases. This basic approach can be used to
identify particular patterns of usage of, for example, specific parts of speech by given
speakers in given locations, or by a particular speaker over time, or to identify the rate
at which lexemes are used by a population (i.e., across an entire corpus). DRS
supports this profiling by enabling the construction of word frequency tables. These
show the range of words within a corpus and the frequencies with which they occur
(Figure 9.11).
Figure 9.11 Creating a frequency table of words
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Concordancing Key Words In Context (KWIC) is also a standard approach used by
corpus linguists. A concordance is an output derived from searching for a specific
word or phrase in a corpus. It lists the incidence of words identified in frequency
tables and situates them within the surrounding textual environment or utterances in
which they occur. Concordance can be used to examine collocation in a corpus as
well as colligation – i.e. the co-occurrence of grammatical choices in corpora.
Concordancers are thus used to identify instances of a lexeme within a corpus,
providing details of the immediate lexical co-text and wider context in which it is
used. Figure 9.12 presents a concordance of the word ‘yeah’, listing the number of
times it occurred in arts show corpus and showing the utterances in which it is
embedded and used.
Figure 9.12 Simultaneous concordance
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The synchronization, visualization, transcription, frequency tables and concordance
tools provided by DRS enable interrogation of the location-based data captured by the
field tracker during the arts show study. Thus, DRS supported linguistic investigation
of some of the basic differences between the use of deictic markers within the art
galleries in comparison to their use externally when participants were planning routes
and walking between them. Deictic markers are grammatical function words, such as
personal pronouns (e.g., ‘you’, ‘it’, ‘them’, ‘I’, ‘we’), determiners (e.g., ‘the’, ‘and’,
‘a’) and demonstrative directive adverbs (e.g., ‘this’ and ‘that’). Deictic markers are
used to refer to speakers, objects, and incidents in discourse according to their specific
spatial and temporal locations. In the arts show study we worked on the premise that
we would expect to see a general increase in the use of location-based deictic markers
when participants were inside the museums (i.e. those with some form of spatial
reference such as ‘this’, ‘that’ and ‘here’) and personal pronouns when participants
are outside of the museums negotiating their route between them due to the interactive
and collaborative nature of the activity. Initial results suggest that this hypothesis was
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correct. Based on the GPS information, locations on the map could be browsed,
highlighted and classified as ‘inside’ or ‘outside’ locations. Separate data log tables
could be generated (sub-corpora as it were), based on this classification and utilized as
a way of filtering the data for corpus-based analyses. DRS supports the use of
simultaneous concordancing facilities, which provides the means to search for key
terms across multiple data logs instantly, thus enabling the researcher to compare and
contrast the frequency, co-text and discursive context of deictic markers. Based on
this process, we discovered that when counted together, the personal pronouns were
used at a significantly lower rate inside the galleries, while demonstrative directive
adverbs were used at a significantly higher rate outside the galleries. There was no
significant difference seen in the use of determiners across the different contexts
(Adolphs et al., 2011).
This location-based approach is novel to corpus-based research. The notion of
locational context to date has been restricted to static descriptive categories, (e.g.,
‘home’ and ‘work’), rather than accurate GPS defined, geographically based
definitions. Consequently, it has not been possible to account for what happens in the
spaces between home and work, for example, and the exact points where one changes
to another, given that the fluidity of context in the wild is difficult to capture manually
and through fieldnotes alone. The additional layer of locational information that can
now be made available provides the opportunity utility to carry out more detailed
descriptions of language use according to flexible descriptors generated through the
analysis of sub-corpora, which can be created and redefined as often as desired, and
help the corpus linguist develop more accurate accounts of the real world character of
discourse. Ultimately, tools and resources that enable corpus linguists to factor
context into their analysis help to generate useful insights into the extent to which
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everyday language and communicative choices are determined by different spatial,
temporal and social contexts (Adolphs et al., 2011).

9.5 Further Development of DRS – Crowdsourcing Data
The potential of digital records to enhance social research may be further leveraged
through the ‘crowdsourcing’ of data. Crowdsourcing is a distributed approach to
problem-solving that increasingly exploits digital technologies as means of involving
the public in research. The approach is increasingly being used in business (e.g.,
Mechanical Turk, Crowdflower, Microstask), science (e.g., DREAM, Galaxy Zoo,
The Open Source Science Project), journalism and documentary film (e.g., Demitox,
The Guardian’s investigation into the MP expense scandal in the UK, and Kevin
MacDonald’s acclaimed documentary Life in a Day), community engagement
projects (e.g., Mapping for Change, Strandlines, Communities 2.0), culture and
heritage (e.g., Tate Britain’s Art Maps project, Victoria and Albert Museum’s Help
Improve Search the Collections project, and the British Museum’s History of the
World project) and the humanities (e.g., The World Archives project, The Great War
Archive, and Transcribe Bentham). Crowdsourcing is of increasing interest to a broad
range of agencies and actors across society, yet uptake in the social sciences has been
less pronounced. As Harris puts it,
Huge potential exists to harness the power of crowdsourcing for the study of
society and human behaviors … but it’s just not happening as well as it
could … it seems odd that social science researchers appear to have been
comparatively slow to investigate the potential of crowdsourcing … social
research could be enhanced by the involvement of the public – from helping
to set research agendas, contributing to and helping to analyse data sets, to
formalizing findings and conclusions. Social science issues are human
issues, after all – they are about how we relate to each and organize our
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society and economy – so there seems to be a natural fit with crowdsourcing
that’s largely being overlooked. This raises some obvious and legitimate
concerns – from representation to research ethics and integrity – but none of
these seem insurmountable. Indeed, social scientists would surely benefit
from greater public engagement with their work. The prize is surely quicker,
cheaper and more imaginative research – the findings from which could
benefit us all. (Harris, 2012)
Crowdsourcing provides the opportunity to engage the public in social research and
provides access to rich and varied datasets, though they do tend to be rather less
multi-modal in nature. By way of example, both of what crowdsourcing datasets may
look like and how they may be purposed in DRS, consider a crowdsourced dataset
generated during the Haiti earthquake disaster of 2009. The dataset was created using
the Ushahidi crowdsourcing platform, a free to use Open Source online and mobile
service available to anyone, anywhere.1 The Haiti dataset consists of over 3600
incident reports submitted to Ushahidi in the aftermath of the earthquake by civilians,
news agencies and aid workers. Messages could be sent via SMS, email, Twitter or
submitted online via the Ushahidi website. Each message was verified by an
administrator and given location and timestamp if it did not already contain this
information. These geo-referenced messages are then used to create a crisis map
displaying the location of incidents. The collection of messages is stored in a commaseparated values or CSV file, which enables subsequent analysis. The CSV file
contains the following data about each message submitted:
• Incident number
• Descriptive title

1

http://ushahidi.com
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• Category (from one of 8 main categories and 25 sub categories)
• Time and date
• Whether it has been verified or not
• A full description of the event
• The location (both numerical and descriptive).
As the data is CVS format it can be imported into DRS via the log file workbench
(Tab Separated Value or TSV files may also be imported directly into DRS).
Locational data not only enables the messages to be plotted on a map in DRS, just as
with the Ushahidi platform, but also allows them to be filtered on the basis of the
textual descriptions and categories assigned to messages. Coupled with the
visualization capabilities of DRS this enhances the researcher’s ability to dynamically
inspect and interrogate the dataset.
Figure 9.13 Visualizing crowdsourced data (an example)
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By way of example, selecting an early period of time in the event series (lower half of
Figure 9.13), makes it visible in the histogram (top half of Figure 9.13) that the vast
majority of incidents in all categories were reported in the immediate aftermath of the
earthquake; over the first month or so (N.B., the red column in the upper half of
Figure 9.13 is an automatic pre-select that indicates that these columns can be clicked
on and their details viewed). Looking at the reverse – selecting from the histogram
(top half of Figure 9.14), which serves as an easy cue for selecting a category in
complex arrays of data points, makes it visible in the event series (lower half of
Figure 9.14) that ‘vital lines’ come in distinct groups; in the immediate aftermath of
the earthquake people mostly needed food, water and medical supplies, however, after
a few months the principal need becomes one for shelter.
Figure 9.14 Histogram and event series showing dynamic selection and interrogation

Thus, in a few short clicks the researcher can begin to interrogate and elucidate the
dataset. This may be further enhanced through the use of locational data, which
enable visualizations of the spatial distribution of events (Figure 9.15).
32

Figure 9.15 Spatial distribution of events

As Figure 9.15 makes clear, while it is possible to plot all data onto a map, there are
so many points contained within a crowdsourced dataset that they tend to occlude one
another. This problem can be handled by using the histogram, again as a selection
tool, to display particular categories or subcategories of data. Figure 9.16, for
example, displays messages relating to medical emergencies; Figure 9.17, the opening
up of emergency medical clinics.
Figure 9.16 Medical emergencies
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Figure 9.17 Emergency medical clinics

Comparing these maps reveals a visual correlation between the need for emergency
medical care in specific locations and the emergency clinics subsequently operating in
the area. The ability to quickly flick between maps enables the researcher to establish
that visual correlation. While that data could easily be displayed together on the same
map, there is a danger of one data set obscuring the other, especially in examples such
as this where we might expect a spatial correlation.
In each of the above crowdsourcing examples, there are dropdown boxes at the
bottom of the visualization. The reason for these is that all the visualizations in DRS
are designed to handle lots of different dimensions and data types. They have not been
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created just to deal with the data represented in any single visualization, but rather to
allow the researcher to ‘plug in’ any data column contained within a log file to any
dimension of any visualization, assuming it makes sense to do so (e.g., a time series
won’t take a non-numeric value as a dimension because that doesn’t make sense to
plot). This, in turn, makes a small set of visualizations extremely flexible. Thus, while
the set of categories that comes with the data is useful, the researcher may want to
define their own categories to drill down into the data and develop their analysis. This
can be achieved by adding new columns or dimensions to the data then filling these in
by making and storing selections. Again by way of example, one might make a new
dimension to show a separation between urban and rural incidents to see if there is a
change in the distribution of incident types. To do this, the researcher needs first add a
new column to the data table, in this case one called ‘locationtype’. Next she uses the
map to select subsets of the data that might be considered ‘urban’ and ‘rural’
(naturally the quality of the comparison depends of the granularity of selection; the
more fine-grained the selection, the more accurate the results will be). She then has a
new column in the dataset showing if incidents where urban or rural, which enables
her to explore relationships between the two. Figure 9.18 shows that the incident
count is dramatically higher in rural areas than in urban ones, but also that the general
distribution of incident types is approximately equivalent.
Figure 9.18 Creating and exploring new categories of data
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Crowdsourcing provides new possibilities for social research. The kinds of facilities
offered by tools like DRS provide the potential for social researchers to open up such
datasets to inspection and analysis. Not only may they be filtered and interrogated
through a rich array of visualizations exploiting charts, maps, event and time series, it
is also possible to combine these visualizations with a broader range of data types
(audio-visual and textual) and to annotate and code these heterogeneous datasets. As
noted earlier in this chapter, DRS is nothing more than a prototype. It is not a robust
production quality tool that will evolve over time. Rather, it is intended to
demonstrate that such possibilities are achievable; that social science researchers can
make use of digital records should they wish; that they can exploit the vast array of
data that is ‘born digital’; and that they can do so through an array of tools that
integrate new forms of data together with traditional forms. Exploiting digital records
in social research is not limited to the examples we have presented here; they are
simply examples used to elaborate the possibilities. If data is recorded digitally then
whatever it is it can be opened up to inspection and account. Our purpose in
developing DRS has been to demonstrate ways in which software tools might support
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a mixture of research methods to enable a broad church of social researchers to
exploit a primary source of data in contemporary life.

9.6 Conclusion
Everyday life in contemporary society is pervaded by computers and our interactions
are increasingly mediated by them. No longer is computing restricted to the
workplace; it now permeates just about every aspect of our personal and collective
lives. As we go about our business on-line and on-the-streets, the burgeoning array of
mobile devices the computers we use and come into contact with generate digital
footprints – i.e., records of where we have been, what we have been doing, and even
with whom. These digital records may be seen as a threat to our liberty and privacy,
and they may well be so if society does not control technology development.
However, they also provide an unprecedented amount of data and data collection
resources that can be made good and ethically responsible use of in social research.
The surfacing of digital records, which makes our digital footprints visible, provides
the possibility for social researchers to open up, inspect and analyse the host of
digitally-mediated interactions that animate everyday life. If that possibility is to be
realized it is necessary to make digital records accountable to a broad cohort of social
researchers. Their intelligibility is currently restricted to those with technological
expertise. Our purpose in this chapter has been to demonstrate that the restriction can
be overcome. Our demonstration has involved elaborating the core functionality
provided by the Digital Replay System (DRS), a research prototype developed to
marry digital records with heterogeneous datasets and support the widespread practice
of bricolage. DRS enables social researchers to combine qualitative datasets with
quantitative representations of content contained within digital records, not as means
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of conducting statistical research (though quantitative results may be exported to
SPSS for further analysis), but as a way of interrogating complex datasets (e.g.,
visualizing event series, frequencies, concordance, etc.). DRS is not a solution,
however, but merely a demonstrator that manifests the possibility of opening up
digital records for social research in the 21st century. DRS can be downloaded from
the project website: http://thedrs.sourceforge.net.2
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