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Plan of the lecture

Optimization of algebraic expressions
– algorithms to evaluate relational algebra expressions
– rewrite rules
– examples
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Optimization of algebraic expressions 

• We are going to use relational algebra laws to optimize 
queries (rewrite them to equivalent form which is less 
expensive - takes less time - to evaluate).

• To do this we need to know how much time evaluating a 
particular operation takes.

• This is implementation-dependent. We need to know what 
an algorithm for evaluating each operation does. Obviously 
there are many different implementations, we just sketch a 
possible strategy for each operation. 
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Query planner

• This work – analysing the query, restructuring it if 
necessary and producing a query execution plan – is done 
by a program integrated with a DBMS called query 
planner.

• So essentially we are looking into issues involved in 
implementing a query planner (not in writing better SQL 
queries as a database application programmer!)
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Assumptions and simplifications

• We are going to assume that we have enough space in the 
main memory to load the relations involved in each 
operation

• For simplicity, I will talk  about a `relation R being ordered 
by its values of attribute A’, instead of saying that we have 
an index into the relation which allows us to process the 
tuples of R in order of A.

• For more background, see Garcia-Molina, Ulllman, 
Widom,  Database Systems: The Complete Book, chapter 
15.
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Evaluating selection σα(R)

• We inspect each tuple from R in turn; if a tuple satisfies α, 
then we add it to the new relation σα(R).

• Checking whether α holds would take longer the more 
complicated α gets, but this time grows very slowly and 
we are going to ignore it. 

• Note that selection does not introduce duplicates.
• The whole process is O(|R|) - linear in the number of tuples

in R. 
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Evaluating projection πX(R)

• For each tuple from R, we generate a tuple containing the 
same values for attributes in X.

• If this tuple has not been generated yet, we add it to the 
new relation πX(R).

• Assume that checking for duplicates is linear in |πX(R)| 
(rather strong assumption – but it holds if R is ordered on 
the values in X).

• Then the whole process is O(|R|) - linear in the number of 
tuples in R. 
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Algorithm

• For simplicity, let’s assume there are n tuples in πX(R)
numbered from 0 to n-1 and denote ith tuple in πX(R)
r[i]. Assume that we have two variables last_seen 
and counter i.

last_seen = r[0] 
i = 1
while(i < n) {

if (r[i] == last_seen) {remove r[i]}
else {last_seen = r[i]}
i++

}
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Evaluating union R ∪ S

• Naïve approach: write out all tuples from R, then all tuples
from S, then remove duplicates. 

• Suppose R and S are ordered; then we scan both of them 
simultaneously and check for duplicates as we go (only 
add each tuple to R ∪ S once).

• Assuming that we don’t have to order the relations each 
time to do a union, the process is O(|R| + |S|) - linear in the 
number of tuples in R and S. 
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Merging R and S without duplicates

• Instead of the variable last_seen we have the last tuple we 
added to R ∪ S.

• Introduce two counters over R and S, i and j. 
– Set i and j to 0. 
– If r[i] is smaller or equal to s[j], check if it is the last 

tuple in R∪S, if not, add it to R∪S,  and increment i. 
– If s[j] is smaller, check if it is the last tuple in R∪S, if 

not, add it to R∪S,  and increment j. 
– If i reached the end of R, add all remaining tuples from 

S. 
– If j reached the end of S, add all remaining tuples from 

R. 
– Stop when reached the end of R and S.
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Evaluating Cartesian product R × S

• No clever tricks are going to help - we are generating 
|R|×|S| tuples and it is going to take O(|R| × |S|) time -
proportional to the number of tuples in R times the number 
of tuples in S. 

• Very expensive operation, both in terms of time and in 
terms of space.
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Evaluating natural join R >< S

• Naïve algorithm: take a tuple in R, check for all tuples in S 
to see if join condition applies, if so generate the tuple and 
add to R >< S. Repeat for all tuples in R. This is in     
O(|R| × |S|). 

• Optimized implementation: the same trick as with union 
and difference, assuming R and S are sorted on the 
attributes in the join condition. Then natural join can be 
evaluated in O(|R| + |S|). 
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To sum up

• In what follows, we assume that
– σα(R) is O(|R|)
– πX(R) is O(|R|)
– R ∪ S is O(|R| + |S|)
– R − S is O(|R| + |S|)
– R × S is O(|R| × |S|)
– R >< S is O(|R| + |S|)
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Rewriting rules

• Rewrite using fewer operations, for example
– σασβ (R) to σα&β (R)

• Rewrite using a cheaper operation, for example
– σX = Y R × S to R >< X = Y S 

• Apply expensive operations to smallest possible relations
– project or select before doing a join if possible since 

they reduce the number of tuples in R (projection due to 
removal of duplicates)

• We will look at rewrite rules and examples in the next 
lecture.
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Informal coursework

• Write an algorithm to compute a difference between two 
ordered relations R and S in O(|R| + |S|).


