
G54ADM Sample Exam Questions and Answers 
 

Question 1 – Compulsory Question (34 marks) 
 

(a)  

i. Explain the purpose of the UNIX password file.  (2 marks) 

ii. Why doesn’t the password file contain passwords? (2 marks) 

iii. Where are user passwords stored on a UNIX system? (2 marks) 

 

i. The main password file is readable by users and applications. This is 

important because lots of applications need to read it 

E.g. to find out a person’s real name from their username would use finger 

which queries the password file. Also, users who want to create class lists 

could use the password file. 

 

ii. Passwords have been taken out to prevent users cracking passwords 

iii. Passwords are now stored in the shadow password file and/or the NIS 

database. These can only be accessed by the system 

 

  



(b) Examine the following UNIX file structure: 

 

You are logged in as user jon and your current directory is the MobiComp 

directory.  

i. Give a UNIX command to move up two levels from this position. (1 

mark) 

ii. Would you use an absolute or a relative pathname to move to the 

SafeSurf directory? Give a reason for your answer. (2 marks) 

iii. If you were in the SafeSurf directory, give the UNIX command you 

would use to change the name of the file Specification.doc to 

Specification1.0.doc (1 mark) 

iv. You then execute the command:  cd ~   What happens as a result 

of this command? (1 mark) 

v. Give a UNIX command which searches from the root for a file 

called MobileLearning (1 mark) 

vi. Do you think the Research and Marketing directories and their 

subdirectories would be stored on the same physical device? 

Explain your answer. (2 marks) 

  



 

i. cd ../.. 

ii. Absolute – giving a relative directory would be very complicated to 

traverse the tree upwards and then downwards, absolute would be 

straightforward, just giving the path from the root directory. 

iii. mv specification.doc specification1.0.doc 

iv. Your current directory would become your home directory 

v. find MobileLearning / -print 

vi. No, probably not because the UNIX file structure will most probably be 

distributed across several disks, and possibly distributed across the 

network. 

 

(c) Outline the steps required to create a new user account in an 

operating system (5 marks) 

Find a unique username, user ID (uid) and password for the user 

Update the system account database 

Add a line to the /etc/passwd file OR 

Add a line for user on the centralised password server for a network 

Create a login directory (home directory) for user 

Decide on user’s shell (csh, bash, tsh, etc... on UNIX) 

Copy configuration files to new user’s directory (e.g. .bashrc, .profile) OR 

Update system registry  

Change ownership of user’s directory 

 

(d) You are a system administrator of a UNIX machine and you 

need to change it so that it is running in single user mode 

i. Explain how you would do this (2 marks) 

 

Reboot the machine, interrupt the boot sequence using cntrl-C and select single 

user mode (s). 

ii. What would happen inside the machine with respect to the 

hardware and processes during reboot? (5 marks) 

 



Hardware does diagnostic self-tests 

UNIX kernel loaded from the root device 

Kernel starts running and initialises itself 

Kernel starts init - the first user-mode process 

init starts by checking file system consistency - uses fsck  

init creates a Bourne shell associated with the system console 

(not all points required for full marks) 

 

(e) Explain what a UNIX run level is and how it relates to, and 

uses, boot scripts. (4 marks) 

Run levels describe what runs on the system. There are typically 7 run 

levels and each has its own specific boot scripts. A boot script contains 

commands for starting up or stopping a particular service. Each run level 

can be configured for users’ needs by including the desired  boot scripts in 

the run level directory. 

(f) You want to perform some maintenance work on your organisation’s 

database but the database runs on the UNIX server that hosts user 

files. How would you manage this so that you can do the required 

maintenance whilst still allowing users to access their files? (4 

marks) 

You would reboot the UNIX server using a different run level that does not 

start up the database application but that boots up everything else that 

users need. You can then work on the database without disrupting others 

and reboot the UNIX machine back to the original run level to bring the 

database back online when desired. 

  



Question 2 – The File System 
 

(a) Maintaining filesystems involves a number of tasks. List four of 

these. [4 marks] 

Ensuring integrity of file systems  

Checking disk usage 

Assigning quotas 

Creating new file systems 

 

(b) You have a new hard disk to install on a UNIX machine. Outline 

the steps you would take to create a new filesystem on this hard 

disk. [8 marks] 

New disks must be formatted before use. This could be done in a number of ways, 

for example using the format command, which can also help with partitioning the 

disk, or the mkfs or newfs commands. Alternatively the disk might come with a disk 

utility for formatting the disk. 

Then the filesystem needs to be mounted onto the root hierarchy. To do this, the 

mount command needs to be used. 

 

(c) The UNIX filesystem contains a number of directories used for 

storing system and administration related files and software. These 

directories include /bin, /etc and /usr/local/bin, for example. 

 

i. Explain why specific directories are used for certain files [2 

marks] 

This is so that the superuser and other users know where to find particular utilities, 

but it also keeps it consistent with other UNIX filesystems. In this way superusers 

don’t have to learn their way around a new UNIX system. 

ii. Why is it the case that anything you might need to recover the 

system should be stored in /sbin or /bin? [2 marks] 

This is because if a UNIX machine is really sick then if it can be booted up, there is 

a large chance it won’t be able to mount other parts of the file store. Therefore, 

utilities that might be needed to recover the system should be stored in a location 



that is resident on the UNIX machine before other parts of the filesystem are 

mounted. 

(d) You are a system administrator and you have recently installed 

a new UNIX file server that is going  to serve a very large number of 

users’ files. You have to decide on a method for backing up files and 

are considering cpio, tar and dump. Which of these would you choose 

and why? [9 marks] 

cpio - Allows you to save directory structures to a single backup volume. It is good 

for small amounts of data, not for large backups. For this reason, cpio would not be 

a good choice with a very large number of files. 

tar - Allows you to save directory structures to a single backup volume. It is also 

particularly designed to save files to tape. It therefore always archives files at the 

end of the storage medium. This could be used, but again, it is not entirely suitable 

due to the fact that one large backup volume is produced for the many user files 

being backed up. 

Dump - Allows you to save a file system to multiple backup volumes. It is designed 

for doing total and incremental backups. Using it to restore individual files is 

difficult. However, given that this method is more flexible in its ability for total and 

incremental backups and its multiple backup volumes, this method would 

appropriate for the given situation. 

 

(e) Explain the purpose of the UNIX fsck command. [2 marks] 

File system check. It scans the files specified and checks them for consistency. For 

example it checks for blocks that are marked as used but never referenced from an 

inode. 

(f)  What is the difference between the UNIX commands du and df? [ 2 

marks] 

du checks the number of blocks allocated to a specified filename. df is for checking 

the used and available disk space. 

(g) The UNIX filesystem contains three kinds of files. List two of 

them and give a brief description of each. [4 marks] 

These are: 

Regular files which consist of a linear sequence of bytes with no higher order of file 

structure. 



Directory files which have a special format and are referenced only by directory-

specific system calls. 

Special files which correspond to peripherals and interprocess communication 

mechanisms. 

(Any two of these for full marks) 

  



 

Question 3 – Managing Resources 

(a) Describe the most significant resources of a UNIX system that 

can be adversely affected by users. Explain, as a system 

administrator, the measures you would take to manage these 

resources and prevent this happening. [10 marks] 

 

The most significant resources that can be adversely affected by users include: 

Disks can be filled up and processes consuming large amounts of CPU time.  

To manage these and prevent this happening: 

Install disk quotas to prevent users exceeding a certain amount of disk storage. 

Delete files, e.g. core files (very large), temporary files – particularly files that 

can be regenerated when needed such as files created during the compilation 

process, cache files used by web browsers.  In addition, a system administrator 

can define certain types of files as temporary, e.g. audio/video files. Users can 

be warned and then files deleted when they appear. 

For limiting the amount of CPU time being consumed by user processes there 

are facilities that can help manage this, for example limit CPUtime on UNIX and 

facilities for looking at CPU consumption such as top. It is also sensible to look 

for and remove processes that have been running for more than one day, but 

whilst bearing in mind that some users may not log out over night and some 

may be running long experiments, for example. 

 

Other sensible suggestions are also acceptable. 

 

(b) List three tasks on a UNIX system that a system administrator 

can automate. [3 marks] 

Any three of: 

 

Adding/deleting user accounts 

Checking for full disks 

Generating reports of log-ins and log-outs 

Incremental backups 



System accounting 

Removing old core files 

Killing zombie processes 

 

(c) The UNIX operating system has a number of logging facilities. 

Name two of them. [2 marks] 

Any two of: 

Each user’s most recent successful login time. Maybe also last unsuccessful 

login attempt  
Bad login attempts  
Output to system’s console. Other messages generated by syslog facility  

Use of the su command  
Each user currently logged in  

Permanent record of each time a user logged in and out. Records system 
shutdowns and startups  
Errors from the use of external media, e.g. CD-ROMs  

FTP access  
 

(d) The following is a UNIX syslog.conf file: 

 

 

 

 

 

 

 

 

i. Explain what the first three lines instruct syslog to do. [6 marks] 

Line 1: 

Causes all error messages, all kernel debug messages, and all notice 

messages generated by the authorisation system to be printed on the system 

console. Note: kern.debug means all messages of priority debug and above. 

Line 2: 

*.err;kern.debug;auth.notice  /dev/console 

daemon,auth.notice   /var/adm/messages 

lpr.*     /var/adm/lpd-errs 

auth.*     root,nir  

auth.*     @nottingham.ac.uk  

*.emerg     * 

mark.*     /dev/console  



This line causes all notice messages from either the system daemons or the 

authorisation system to be appended to the file /var/adm/messages. 

This is the second line that mentions auth.notice messages. As a result, 

auth.notice messages will be sent to both the console and the messages file. 

Line 3: 

This line causes all messages from the line printer system to be appended to 

the /var/adm/lpd-errs file 

ii. Write an additional line that you would add to this file if you wanted 

all kernel messages to be emailed to root. [4 marks] 

kern.*  root 

  



Question 4 – Active Directory 
 

(a) The Microsoft Active Directory (AD) aids the management of 

resources on a network. 

i. Name three resources that can be managed by AD; (3 marks) 

Shared accounts, departmental enquiries address, shared calendars for room 

bookings 

ii. Explain, with an example, the difference in functionality of 

Organisational Units (OUs) and groups; (6 marks) 

 

A group is specifically used to grant access to resources 

An OU is primarily used to organise objects, it is essentially a storage 

mechanism.  

OUs become objects used to organise and apply Group Policy to accounts. 

Groups are specifically used to apply permissions. 

 

Examples: you can’t assign permissions to an OU, but you can to a group. 

You can’t give an OU the ability to open a file or folder. You would have to 

add the users in the OU to a group and give the group access to the file or 

folder. 

Groups can be used for email, OUs can’t. 

 

iii. If you wanted to restrict the applications that a certain set of 

users could run how would you do this in AD? (4 marks) 

 You would create a group for those users and put them in it. You would then create 

a group policy object which stated the applications those users could run, and you 

would apply that group policy object to the group. 

(b) A company foobar.com has the following departments: 

Department Number of 
employees 

Number of 
workstations 

Software 
used 

Location 

Development 35 40 Visual C++, 
Word 

Manchester 

Marketing 7 12 Word, 
Photoshop, 

Powerpoint 

London 

Sales 10 10 Word, Excel London 

Finance 17 20 Excel, Word London 

Human 

Resources 

5 5 Word Birmingham 



 

i. Propose two alternative AD structures for this organisation and 

draw the tree structures. Explain why you have chosen these 

structures. (6 marks) 

ii. Briefly list the considerations the company would have to make 

when choosing between these two alternatives.  (5 marks) 

 i) 

 

 

The key is that the company would normally either organise its objects functionally 

as shown in the first diagram or geographically as shown in the second diagram. 

Please note: to conserve space, in the diagram 1 the users and workstations aren’t 

shown, but should be included. In the diagram 2 the groups and resources are 

omitted. Groups and resources do not have to be included to gain full marks. 



 

ii) Considerations: 

The company has to consider how to deal with people – on a geographical basis or 

functionally. In this consideration the company would need to consider whether it 

was going to apply GPOs (Group Policy Objects) by geographical area or function. 

The decision depends on the structure of the company and how it functions. 

Another consideration is that policies/resources are more likely to be shared on a 

functional basis rather than a geographical basis, so if shared policies/resources are 

important then a functionally-based tree structure is more appropriate. 

 

(c) Explain the role of the domain controller. (5) 

AD data for each domain is stored on one or more Windows Server machines. 

These machines are configured specifically as domain controllers. So the role of the 

domain controller is to store AD data and to respond to requests and authenticate 

users and hosts so that data and services are available to them as defined by group 

policies. 

Domain controllers: 

 Replicate data on a regular basis to maintain a consistent database 

 Specify what the object can access and the level of access 

 Specify what group policy objects work on the object 

 

(d) Why might an organisation use more than one domain 

controller? What might be the consequences of using only one? (4) 

An organisation should use more than one domain controller, if only to replicate the 

service. If a domain controller crashes and there isn’t a backup then users will not 

be able to authenticate, and may not be able to do other things, for example 

printing, accessing pieces of software, perhaps accessing files, etc., if 

authentication is required. 

Another reason is if an organisation has more than one physical site, it would use a 

domain controller at each site to provide authentication locally. 

It also provides resilience in case cross-site links go down. 

  



Question 5 – Processes 
(a) Briefly explain the difference between the UNIX at and the 

UNIX cron utilities (2 marks) 

At allows a job to be scheduled at a specific time. The job will be executed once 

only. Cron allows a job to be scheduled so that it runs multiple times and at 

specified regular intervals. 

(b) The following is a line taken from a crontab.cron file: 

 

*  0,3 * * 1-5 echo “Take a break” 

 

i. What will this line do? ( 5 marks) 

 

It will echo “Take a break” to the console every 3 hours  from Monday 

to Friday. 

 

ii. Add a new line to schedule UNIX to run the du command every 

day of the week at 18:30 (3 marks) 

 

30 18 * * 0-6 du 

 

(c) Why is cron a particularly useful utility for a system 

administrator? (2 marks) 

Because it allows them to perform lots of housekeeping jobs automatically. 

 

(d) What is a UNIX signal? (3 marks) 

It is a mechanism by which a process is notified that something needs 

attending to. Signals are a UNIX mechanism for controlling processes. 

(e) Why are there different types of signal? (2 marks) 

They have different effects. For example they might cause a process to 

terminate if there is a problem, or they might cause a process to switch and 

follow a different course of action. 

 

(f) You are a system administrator and you suspect that a process 

somewhere might be taking up too much CPU time.  

i. How would you check for processes taking up excessive CPU 

time? (2 marks) 

 

Use top – this will show the processes taking up the most time on the 

CPU. 

 



ii. Give one or more commands that you might use to find and 

terminate the process. (3 marks) 

The process id can be gained from top and can then be killed from within top by 

using the ‘k’ option. Alternatively you could use ps and find the process ID of the 

process, then use kill -15 processID 

There may be other acceptable alternatives. 

(g) Explain the differences between parent and child processes (5 

marks) 

They have different Process IDs (PIDs) 

The have different PPIDs (parent PIDs) 

Accounting information is reset for the child 

They each have their own copy of the file descriptors 

 

(h) A user executes the following at the command line: 

 

emacs project.txt 

 

…to allow them to edit the file project.txt 

 

They then wish to execute another command in the same shell. 

 

i. How would they do this without killing the emacs process? (2 

marks) 

 

Suspend it with Cntrl z 

 

ii. How would they subsequently switch emacs so that it is 

running in the background, without killing it? (2 marks) 

 

bg 

 

iii. The user then wishes to kill this background emacs process – 

how would they do this? (2 marks) 

 

 They could use jobs and then kill %<job number> 

 

There may be other acceptable alternatives. 


